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1 Introduction

The purpose of this report is to give a brief introduction to secret sharing and descriptions of
protocols that realize various online versions of secret sharing, omitting all proofs and most technical
details.

2 Definitions

The goal of secret sharing is to divide a secret among a group of people so that some subsets of
the people can combine their information to determine the secret, but all other subsets of people
should not be able to figure out anything about the secret. First we introduce the characters:

• The Dealer, who knows a secret s ∈ {0, 1}∗

• The Parties, each of whom is given a share by the dealer

We will call a set of parties qualified if they are supposed to be able to figure out the secret,
and unqualified otherwise. An Access Structure is simply a list of all qualified sets of parties.
Of course if a set of people can together figure out the secret, then so can any superset of those
people. So we only care about access structures that are monotone–i.e. closed upwards. To describe
a monotone access structure it suffices to give the minimal qualified sets and so we will typically
restrict our attention to these.

What does it mean for a protocol Π to realize secret sharing for some access structure? There
are two requirements:

• Correctness: For any qualified set I, then if the shares of the members of I are generated
according to Π there should be exactly one secret for which Π could produce those shares.

• Security: For each unqualified set I, if vi denotes the share of party i generated according
to Π then (vi)i∈I should be the same distribution no matter what the secret is.

The above definition of security is unconditional. If we instead require that the distributions
for two different secrets are computationally indistinguishable then we have the definition of com-
putational secret sharing. In normal secret sharing, we know the number of parties and the access
structure in advance. In online secret sharing, the parties show up one by one and we don’t know
in advance the number of parties or the qualified sets. The dealer must distribute a share to a
party as soon as they show up and is not told that a set is qualified until all its members have
arrived (although in practice we will also try to construct schemes for fixed access structures where
the qualified sets are known in advance).
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3 Shamir’s Scheme for k-threshold

The qualified sets of the k-threshold access structure are simply all those with at least k members.
In [6], Shamir introduced the notion of secret sharing and also constructed a secret sharing scheme
for k-threshold. The scheme works as follows:

1. The dealer chooses a sufficiently large finite field F and k − 1 elements a1, . . . , ak−1 ∈ F.

2. The dealer sets p(x) to be the polynomial s+ a1x+ . . .+ ak−1x
k−1 where s is the secret.

3. For each party i, the dealer selects a distinct nonzero element αi ∈ F and gives (αi, p(αi)) to
party i.

Correctness follows from the fact that a degree k − 1 polynomial is uniquely determined by its
evaluations on k points and security follows from a simple counting argument.

4 Proactive Secret Sharing

Before moving on to online secret sharing, we will discuss the conceptually similar idea of proactive
secret sharing (which we will only discuss in the case of the k-threshold access structure). If we wish
to distribute a secret among a bunch of servers–say by using Shamir’s scheme for k-threshold–then
we might worry that over a long enough time, more than k different servers may be compromised.
We would like a way to periodically replace the share that each server holds so that the old shares
are no longer useful. In addition, it would be nice if replacing the old shares did not require explicitly
reconstructing the secret (because then an adversary might learn the secret if they compromised
a server involved in the reconstruction process). Specifically, we will design a refresh operation in
which the servers generate new shares such that any adversary who knows less than k of the old
shares and less than k of the new shares gets no information about the secret.

One scheme, described in [4], is based on the following observation about Shamir’s scheme: if
v1, . . . , vn and u1, . . . , un are shares for two secrets s and s′ respectively, then v1 + u1, . . . , vn + un
are shares for s+ s′ (and the distribution is identical to the distribution given by generating fresh
shares for s+s′). This observation is also the idea behind a multi-party secure computation scheme
for arithmetic circuits. Based on this observation, we refresh the shares as follows: first one party
uses Shamir’s scheme to share the secret s′ = 0. This generates shares u1, . . . , un. Party i then
adds ui to their old share to get a new share. The new shares will be valid shares for the secret
s+ 0 = s and the old shares are deleted.

5 Computational Online Secret Sharing

One version of online secret sharing was introduced in [2] by Cachin, who also gave an efficient
scheme realizing it for general access structures. This version of online secret sharing differs in two
main ways from what we will discuss below:

• The security is computational, rather than unconditional. That is, for any unqualified set,
no attacker that runs in time polynomial in the security parameter can figure out the secret
with non-negligible probability.

• We assume there is a bulletin board where the dealer can publish information that can be
viewed by everybody (including attackers) and is guaranteed to be authentic– i.e. attackers
cannot post fake information on the bulletin board.

2



Let f be a one-way permutation. The scheme works as follows:

1. For each party i, the dealer generates a random bit string vi as the share for party i.

2. For each minimal qualified set I, the dealer posts s⊕ f(
⊕

i∈I vi) to the bulletin board.

6 Unconditional Online Secret Sharing

Even though the above scheme for computational online secret sharing fulfills one definition of
security, there is something strange about it. Namely, if the dealer keeps handing out new shares
for arbitrarily long amounts of time, it seems strange to force the attacker to run in time that
depends on the security parameter and corrputed parties and not on the total number of parties
so far. For instance, by the time the dealer has handed out the billionth share, it would be nice to
know that even an attacker who knows the first few shares can still not figure out the secret. To
guarantee this, we will shift to the unconditional version of security. This version of online secret
sharing was introduced by Csirmaz and Tardos in [3]. All of the examples we give below are the
work of Komargodski, Naor and Yogev in [5].

6.1 General Access Structures

First we present a scheme for unconditional secret sharing for general access structures. For party
i, the dealer does the following:

1. For each unqualified set I such that i = max I, the dealer generates a random bit wI and
gives it to party i.

2. For each minimal qualified set I such that i = max I, the dealer gives s⊕ (
⊕

j∈I\{i}wI∩[j]).

In this scheme, the share size of party i is equal to the number of unqualified and minimal qualified
sets that i is the largest member of, which in the worst case is exponential in i. It is an open problem
to determine whether it is possible to do better than exponential for general access structures.
However, it has been conjectured (see [1] for instance) that even for normal secret sharing there
are access structures that require share sizes exponential in the number of parties (though the best
known lower bound, due to Csirmaz, is only Ω(n/ log n)). So to do better than the above scheme
for online secret sharing, it may be necessary to restrict our attention to specific access structures.

6.2 Undirected S-T Connectivity

Let G be an undirected graph with two specially marked vertices t1 and t2. We identify parties
with edges in G and qualified sets are those sets that contain a path from t1 to t2. One scheme for
this access structure works as follows:

1. To each vertex v, the dealer assigns a bit bv. For v 6= t1 this bit is assigned randomly and bt1
is set to bt2 ⊕ s (where s is the secret).

2. For each edge e = (u, v), the share given to e is bu ⊕ bv.

It is not hard to see that this scheme works even if the vertices and edges of G are not known in
advance. Thus for this particular access structure we have an online secret sharing scheme where
the share size is constant.
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6.3 2-threshold

To construct an online scheme for k-threshold it seems natural to try to adapt Shamir’s scheme.
However, in Shamir’s scheme we used a fixed finite field and so after a finite number of shares have
been distributed we will run out of points on which to evaluate the polynomial. One might guess
that we can simply move to some field extension of F and begin handing out evaluations of the
polynomial on elements of this field extension. This has the following problem: there are only a
finite number of elements in field extensions of F whose minimal polynomial over F has degree less
than k. Thus eventually we will begin handing out evaluations of a degree k − 1 polynomial with
coefficients in F on points whose first k−1 powers are linearly independent over F. So knowing one
of these shares is enough to reconstruct the entire polynomial, completely breaking the scheme. So
to realize the k-threshold scheme for online secret sharing we need some new ideas.

Below, we will describe how to take a mediocre scheme for k-threshold and build a new scheme
that is much better. Applying this improvement process several times, we end up with a pretty good
scheme for k-threshold. We will begin by describing the process for the simpler case of 2-threshold.

Given an online scheme Π for 2-threshold where party t has share size σ(t) we will build a
new scheme as follows: we will divide the parties into generations of increasing size. The first two
parties are in the first generation, the next 4 are in the second generation and in general there
are 2g parties in generation g. For each generation we will generate one new share using Π which
we will distribute to every member of the generation. Also, we will share the secret within each
generation using Shamir’s scheme. Now any two parties from different generations can reconstruct
the secret using the shares they got from Π and any two parties from the same generation can
reconstruct the secret using the shares from Shamir’s scheme.

The share size of party t in this new protocol is log t+ σ(log t+ 1). Since the scheme described
above for general access structures already gives us a scheme for 2-threshold with linear share size,
we can iteratively apply this improvement process to get a scheme with share size log t+ log log t+
2 log log log t+O(1). In [5], this is shown to be essentially optimal by exhibiting a tight connection
between prefix free codes and schemes for online 2-threshold.

6.4 k-threshold

To extend this improvement process to work for k-threshold we alter it in the following ways:
generation g will now be of size 2(k−1)(g−1) − 2(k−1)g and for each generation we generate k − 1
new shares vg1 , . . . , v

g
k−1 using Π. We then share vgi among generation g using Shamir’s i-threshold

scheme. We also directly share the secret among the members of generation g using Shamir’s
k-threshold scheme. This gives us a new scheme where the share size of party t is bounded by
(k−1) log t+kσ(log t+k)+k2. There is one further wrinkle: in the case of k-threshold, the scheme
given by the protocol for general access structures is not quite good enough to get the iterative
improvement process off the ground, so in [5] a custom scheme for k-threshold is designed with
share size kt log(kt).
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